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Abstract. XML query languages feature powerful primitives for forratiihg
queries, involving comparison expressions which are emtglly quanti ed. If
such comparisons involve several scopes, they are cadetatd, thus, become
dif cult to evaluate ef ciently.

In this paper, we develop a new ternary operator, called Kalgin, for ef -
ciently evaluating queries with existential quanti catidn XML queries, a cor-
relation predicate can occur conjunctively and disjuradsivOur decorrelation
approach not only improves performance in the conjunctagechbut also allows
decorrelation of the disjunctive case. The latter is nosjlads with any known
technique. In an experimental evaluation, we compare teeygexecution times
of the Kappa-Join with existing XPath evaluation techngtedemonstrate the
effectiveness of our new operator.

1 Introduction

Almost every XML query language features a construct thiatal to express an ex-
istentially quanti ed comparison of two node-set valuedbexpressions in a concise
manner. Unfortunately, current XML query processors lackiency and scalability
when facing such constructs [5, 20]. The corresponding aéotaresembles that of
nested and correlated subqueries, which are notoriouistyifito evaluate ef ciently.
To illustrate this point, let us consider the following gyeffor hiring a teaching assis-
tant, we search the database for a student who took an examabgraded better than
B

Here, both sides of the

for $s in  //student comparison in thavhere -

let $hest = /lexam[grade 'B/@id clause are set-valued be-
let $exams =  $s/examination/@id Q1 cause there are many good
where $exams = $best students and students take
return $s/name more than one exam. The

existential semantics of the XQuery general comparisomatperequires that all stu-
dents are returned which have at least one exam also codiaittee setsbest .

A na’ve evaluation technique evaluates the steps in ofdgsmearance. In Q1, this
means to reevaluate the value®ifest and$exams for every iteration of theor
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loop, and then check for an item that occurs in both sets. iBhaswasteful strategy:

A closer look at Q1 reveals that, in contrastBexams, the value offbest does not
depend on the value &, making the reevaluation @best unnecessary. Acommon
strategy in such cases is to move the evaluatiofbafst out of thefor loop, and to
materialize and reuse the result. However, this only alea the problem of repeated
evaluation of the expression to whighest is bound. To answer the query, it is still
necessary to evaluate thdere -predicate, which is a correlated nested query due to
the existential semantics of the '=' operator and the faat threfers to variables from
two scopes, the independéitest and the dependeffexams.

In this paper, we are concerned with an ef cient evaluatibexstentially quan-
tied correlation predicatesuch as thavhere -clause of Q1. While this area has re-
ceived some attention in the past [5, 20], we show that, ewesiniple cases like our
Query Q1, there is still unexploited optimization potehtia typical query patterns in
XML query languages. We propose the novel Kappa-Join opethat ts naturally
into execution plans for quanti ed correlation predicatieseasy to implement and yet
features a decorrelated evaluation algorithm.

Q1 is "simple” because the correlation predicate occursri@l. What if the cor-
relation predicates become more complex? Assume that wad=mmither good or
senior students to be eligible for assistantship, as inadheWing query:

If the two clauses were

combined with and, we o $s in  //student
could use techniques to|et $best = llexam[grade 'B]/@id
decorrelate queries with cordet $exams =  $s/examination/@id Q2

relation predicates that oc- where $exams = $best or $s/semester

cur conjunctively. If the return $s/name

clauses were not correla-

tion predicates, we could use techniques to improve pedao® for disjunctive predi-
cates (e.g. Bypass operators [8]). However, there is naghéad technique to decorre-
latedisjunctivelyoccurring correlation predicates.

Hence, we also present a Bypass variant of the Kappa-Jois allows a decorre-
lated evaluation of disjunctively occurring correlatioregicates, which has not been
accomplished for any query language so far.

The main contributions of this paper are as follows:

— We introduce the novel ternary Kappa-Join operator thatlendimple to imple-
ment, can ef ciently evaluate complex correlated queridere the correlation
predicate occurs conjunctively.

— We introduce a Bypass variant of the Kappa-Join that allesv® @xtend our tech-
nigue to queries where the correlation predicate occurglisjanction.

— We provide experimental results, demonstrating the sapsgriof both the Kappa-
Join and the Bypass Kappa-Join compared to other evalugtihmiques.

The remainder of this paper is organized as follows. In thé section, we discuss
basic concepts, such as dependency and correlation in XRalec. 3, we discuss the
drawbacks of existing decorrelation approaches for XMLrgl@nguages. Further, we
introduce our novel Kappa-Join operator to ef ciently exate queries with conjunctive



correlation. Sec. 4 investigates the case of disjunctivestattion and presents the novel
Bypass Kappa-Join. In Sec. 5 we experimentally con rm theieficy of our approach.
The last section concludes the paper.

2 XPath Query Processing

The problems discussed in the introduction affect mostiegiXML query languages.
However, all of the involved issues occur even for the singiath language in its rst
version because it features nested predicates and elast@rhantics. In the following,
we limit our discussion to XPath 1.0, because peripheratsogpuch as typing, query
normalization, and translation into an algebraic repregam can be presented in a
simpler fashion for XPath than for the more powerful XQueagduage. However, all
of the techniques presented in this paper also apply foibloiivn XQuery or similar
languages, as long as they are evaluated algebraically{28)y. In fact, both queries
from the introduction can be expressed in XPath syntax, asilveee below.

2.1 Normalization

The techniques presented in this paper are mainly develmpeptimize comparison
expressions with one dependent and one independent opd@mdrrectly identify
such expressions, the rst step of our normalization is terite a predicate such that
it consists of literals and the logic operatérand . After normalization, each literal
| consists either of a comparison or a negation thereof| i®of the forme; e, or
not(e; &), where 2f=;<; ;> ;64¢.

One example for "hidden” comparisons are location pathgleronode-set valued
expressions when used as Boolean expressions. In such sasesake the node-set
valued expression the argument of an auxiliexistsfunction and compare its result to
true, which yields a regular binary comparison expression.

Further, to provide ef cient evaluation for disjunctivebccurring comparison ex-
pressions, the second step of our normalization sepaitgesld occurring in a con-
junction from those that occur disjunctively. To this ends amploy an operation for
collecting all literals that occur conjunctively: A litdreoccursconjunctivelyin a pred-
icatepy if px[false]can be simpli ed to false. That is, if we replace all occures of
| insidepy by false, the repeated (syntactical) application of thelBao simpli cation
rules to eliminate Boolean constants simpli ggfalse]to false.

2.2 Context Dependency & Correlation

In this paper, we are concerned with ef cient evaluationxiétentially quanti ed com-
parison expressions that agerrelated In general, correlation occurs when a variable
of a nested scope is compared with a variable from an engasiope. XPath does not
have variables that can be declared by the user, but we caredmrrelation in terms
of XPathcontextsas follows.

Every XPath expression is evaluated with respect to a gieatext, which is a se-
quence otontext itemsFor our discussion, it is suf cient to use a de nition of dent



item that is slightly simpler than the original XPath coritéem. A context item is
a tuple with three components: thentext nodgethe context positionand thecontext
size In XPath, there is one global context, which must be spetes parameter of
the evaluation process. The value of some constructs demeriacal contextghat are
generated by other subexpressions. The constructs teatoghe local context are lo-
cation steps, relative location paths, and callpasition() andlast() . We call
these expressiordependenexpressions. Expressions whose value is independent of
the local context are calldddependenéxpressions.

If we apply this terminology to Queries Q1 and Q2 from theadtiction, given in
XPath syntax, we have

==st den}[anmine};ion :@i? = l::exam[gra?7e <’ Bolz@if']: [32¢

independent dependent independent dependent

Q1

| —{z—

=:student[?xaminq,t7ion :@i? = r:exam[gra?7e <0 Bo]:@iiiorfﬂqgie}bl{;} ]J=name

dependent independent dependent indep :

Q2

We now can de ne the term correlation for XPath as used in #meainder of this
paper: A comparison expression with two node-set valuedampls one being depen-
dent and one being independent is calbedrelation predicatebecause it compares a
local context and an enclosing context. All example quarresented in the introduc-
tion and above contain correlation predicates. A corratagiredicate can occur both
conjunctively and disjunctively. We call the former casmnjunctive correlatiorand
the latterdisjunctive correlationln Q1 there is only one comparison expression which
is a special case of conjunctive correlation, i.e. one witly @ single literal. Q2 is
an example with disjunctive correlation. The second colsparexpression is not a
correlation predicate, because the operarginot node-set valued.

3 Kappa-Join for Conjunctive Correlation

The key to an ef cient evaluation of correlated queries iswoid redundant computa-
tion, e.g. the evaluation of the inner independent exppesS§iuch techniques are called
decorrelation techniques and have been studied extepgiviiie context of relational
and object-oriented systems [9,11,12,17, 18, 26]. Sintdahniques have been pro-
posed for the evaluation of XQuery and XPath [5, 20]. One efittis an approach that
applies decorrelation to existentially quanti ed comgan expressions [5]. However,
this approach is suboptimal because unnecessary dugl@aaenerated and must be
removed at the end of the evaluation.

The optimizations developed in this paper are presentdukiform of algebraic op-
erators. Hence, we need an algebra capable of evaluatint) X®a have chosen NAL
as a perfect t, since a translation from XPath to NAL is alsaitable [4]. However,
our approach is not limited to NAL and the translation of XPaito it. For example,
our techniques are also applicable to other algebraic atialustrategies such as [25].

At the beginning of this section, we describe our assumptadrout algebraic trans-
lation and evaluation in more detail. For a more elaboraatiment of these topics,
please refer to [4,5]. We then recapitulate the decormatipproach from [5] and



discuss its drawbacks. Afterwards, we introduce the nowgpga-Join operator that
features an ef cient decorrelation algorithm avoidingsb@rawbacks.

3.1 Algebra & Translation

The universe of the NAL algebra for XPath 1.0 is the union efdbmains of the atomic
XPath 1.0 typesstring, number, boolean ) and the set of ordered sequences
of tuples which represent XPath contexts. Each tuple repte®ne context node, posi-
tion and size. Special attribute names are used to hold titexdxamode ¢n), the context
position €p) and the context size§).

The NAL algebra features well-known operators [4, 20]. Alétsequence-valued
operators in the logical algebra have a corresponding imgieation as aiterator [14]
in the physical algebra. In the following, we primarily neth@ Selection , the Pro-
jection , theSemi-Join , and theD-Join . All operators are described when they
are needed for the rst time. Additionally, they are fornyatle ned in our technical
report [21].

To convert XPath queries into algebraic expressions, wehes¢ranslation intro-
duced in [4]. We brie y recapitulate the relevant part of thenslation process by elab-
orating on the translation result for Q1 (see Fig. 1). Howawe omit the translation of
subexpressions that are orthogonal to our discussion amateléhem byT [e], where
e stands for any XPath expression. For instance, we denoteahslation of the lo-
cation path//student by T [==student]. Its result is the sequence of context nodes
produced by the location path.

For Q1 (see Fig. 1) the algebra

) i X T [name]
expression provides a Selection) ( |
for the only literal. In the subscript /TS~
(denoted by a dashed line) of this Se-T [=studen] et
lection, there is an Aggregauop op- o~
erator () that aggregates the inputjexamination =@id] T [==exam(grade < ° B%=@id]
sequence into a singleton sequence ) _

the aggregation functioexists. It

returns true if there exists at least one tuple in the inpgtisace. This input sequence

stems from a Semi-Join (), whose input sequences in turn stem from the two operands

of the comparison expression, i.e. the two (translatedjtion path expressions. For a

comparison between two node-sets, as in the particularofa@#, we have an existen-

tial semantics. In the equality case, this fact can be Igezidy using a Semi-Join.
Because of the repeated evaluationegfthe worst-case complexity i©(je:]

jej | es]) wherejej denotes the cardinality of an express@mand, in this caseg; =

=sstudent, e, = examination =@id ande; = ==exam:: ..

3.2 Existing Decorrelation Techniques

We now recapitulate the decorrelation approach introdircés] and discuss its draw-
backs. Again, we take Query Q1 to illustrate this (see FigThge fundamental idea



of decorrelation is to avoid unnecessary evaluations ofhaeriindependent expres-
sion. In [5] this is achieved by pulling up the Semi-Join (§é& 1) into the top-level
algebraic expression (see Fig. 2).

This expression needs some explanations. The dependatiblopath is connected
to the outer expression using a D-Join). TheD-Joinjoins each tupl¢ 2 T [==student]
to all tuples returned by the evaluation of the dependefit pggxamination=@id] For
eacht, T [examination=@id]is evaluated once, and free occurrences of variables in the
dependent expression are substituted with the attributesaft, i.e. the current con-
text. At the end all resulting sequences are concaterfated.

The dependent expression, i.e. the evaluation using tr@m+dight produce dupli-
cates for tuples froni [==student], hence theid o operator (tuple identi er) is needed
to identify the tuples resulting from the outer expression.

The idea is to densely num-
ber the tuples, store this number T [name]
in an attributeA, and use it later id A
on to perform a duplicate elimina- |
tion. To do this, we introduce an
order-preserving duplicate elimina-
tion projection A which re-
moves multiple occurrences of the' [==student
sametid -value A. It keeps the rst
tuple for a giverA value and throws
away the remaining tuples with the same valueAor

Clearly, the main advantage of this approach is that thepeddent expression
is evaluated only once. In addition, if the Semi-Join's iempkntation uses a custom
data structure (e.g. a hash-table) to improve performahiedata structure has to be
initialized only once, compared to one initialization pardent in the na've correlated
evaluation from Fig. 1. However, decorrelation comes atieepiThe outer expression
produces duplicates which have to be eliminated. Below, wasvshow we can avoid
them using the novel Kappa-Join. Our evaluation in Sec. Sewrthis claim.

T [==exam[grade < °B%=@id]

tid A T [examination =@id)]
1

Fig. 2. Decorrelation for Query Q1

3.3 Kappa-Join

To avoid the above-mentioned generation of duplicatespbuértheless gain perfor-
mance by avoiding unneeded evaluations of the independpregsion, we introduce
the Kappa-Join operator. It combines the advantages ofvidleation strategies from
Fig. 2 and Fig. 1 into one operator and capitalizes on ef tiamplementation tech-
nigues.

Logical De nition The Kappa-Joinis a ternary operator, i.e. it has three argument
expressionsy, €, andes. It is de ned by the equation

ey —
e - = e
1 cn= Cn0e3 xexists (€2 cn =cn 0€es) ( l)

% In [23] this operator is called MapConcat.



wherecn is the context node resulting from the evaluatiompandcn®the context
node fromes. As for conventional join operators, we denote the prodegeressions
e; andes the asouter producerndinner producer respectively. The second producer
expressiome, (in the superscript) is calldihk producerbecause it acts as a link between
the outer and inner producer within the join predicate. Thieoexpressior; and the
inner expressiors are independent expressions, i.e. they do not depend onf éimg o
Kappa-Join's other arguments. In contrast, the expressitsdependent og; .

Informally, the result sequence of the operator contaihtuples from the outer
producer ;) for which there exists at least one tuple in the link produeg), when
evaluated with respect to the current tuplegfthat satis es the predicagewhich is a
comparison from attributes @ and attributes of the the inner produces)(

Translation with Kappa-Join There exist two alternatives to incorporate the Kappa-
Join into an algebraic plan: (1) The Kappa-Join's de nitioratches the pattern that
results from the canonical translation of correlation ratks (e.g. see Fig. 1). Hence,
the Kappa-Join careplacethis pattern after translation and, hence, already deledere
during translation. (2) The other alternative iswodifythe translation procedure such
that a Kappa-Join is used for conjunctive correlation prais.

Because our experiments (see Sec. 5)
show that the Kappa-Join always dom-
inates the canonical approach and sim-
pli es the translation procedure, we have
chosen the second alternative. Fig. 3 corF [==student] T [==exam[grade < ° B°]=@id]
tains the resulting algebra expression for
Q1. Here, the location pat¥student
is mapped to the outer producer of the
Kappa-Join . The inner location patkamination/@id is the (dependent) link pro-
ducer, and the independent expresgieram[grade<'B')/@id is mapped to the
inner producer.

T [ngme]
1_' [examination =@id]

Fig. 3. Query Q1 with Kappa-Join

OPEN

1 whileT  INNERPRODUCERNEXT Implementation The secret of the Kappa-
2 doHASHTABLE.INSERT(T) Join lies in its simple, yet ef cient implemen-
NExT tation. It improves performance beyond that

1 whileT, OUTERPRODUCERNEXT of the operator combination in its logical def-

2 do inition. Fig. 4 shows the pseudocode for the
: \'A'/mPTRSD”CLElES;Eg’(DLIC)ERNEXT implementation of the Kappa-Join as an iter-
5 do ator [14].
6 1T HASHTABLE.LOOKUR(T2) In its open method, the Kappa-Join
8 LinkProbucerCLose  builds a data structure, e.g. a hash-table, con-
I return Ty taining the attributes from the inner producer
E o nylmKPRooucerzCLOSE that are part of the join predicate. In iigxt

ul |

method, the Kappa-Join initializes the link

Fig. 4. Pseudocode for the Kappa-Joirproducer for every tupl&; from its outer pro-
ducer. Like a Semi-Join, it then probes the

hash-table with tuple3, from the link producer until a matching one is found, and



returns the outer tuple as soon as it nds a match. The Kappaddes not always enu-
merate all tuples from the dependent link producer, whiléding the hash-table once
only. Hence, the worst-case complexityd§je;j j ej+ jesj), assuming constant hash-
table insert and lookup, respectively. However, the ave@mgnplexity depends on the
distribution of the data and is usually much better. Comgphémethe algebra plan from
Fig. 2, the plan in Fig. 3 using the Kappa-Join has three méa@tages: (1) it avoids
to enumerate all tuples from the link producer because itediately returns a result if
one match is found (see Line 9). (2) It does not produce daj@gof tuples from the
outer producer because the result contains at most onefropheT [==student], and
(3) consequently saves the cost of a nal duplicate elimioratThese effects combine
to yield the speedup that can be achieved (see Sec. 5).

4 Kappa-Join for Disjunctive Correlation

In the previous section, we demonstrated how complex atiosl predicates that oc-
cur in a conjunction can be evaluated ef ciently. However,shown in our Example
Q2, correlation predicates can also occur disjunctivedye®al optimization techniques
for queries containing non-correlated disjunctive pratés have been proposed [7, 8,
16]. One of them is the Bypass technique [8], that is used ¢idavnnecessary evalu-
ations. However, to the best of our knowledge, nobody hawstmw to decorrelate
disjunctively occurring correlation predicates. In thésgon, we show how this can be
achieved.

4.1 Problem

Consider the canonical algebra plan for T fname]

Query Q2 (see Fig. 5). This algebra ex- |

pression is similar to the one presented in 1T~

Fig. 1 for Q1, except for ther function Tl==student _Zor_

call in the subscript of the Selection. Dis- exists T [semester > 5]

junctively occurring literals are translated '
using anor function call. It evaluates 0 1 jeyamination ﬁ kexam[:]:@id]
true if either of its producer expressions
does. Fig. 5. Translation sketch for Q2

The pattern used for the correlation predicate does nottmthtede nition of the
Kappa-Join because of the extra literal. Hence, we canootgd as for Query Q1. The
only technique currently available to improve the canaptan is the so-called shortcut
evaluation of the disjunction, which means that we can agae#duation of the expensive
correlation predicate for those students where the chéiégred semester> 5is true.
Below, we recall the Bypass technique which does exactly tha

4.2 Bypass Technique

The Bypass technique was used to prevent the unnecesshrgtevaof predicates that
occur disjunctively [8]. For this, the Bypass techniquesddew class of operators to



the conventional algebra. In contrast to regular opera®ypass operators haveo
output sequences. The rst sequence contains the tuplesiadify for the operator's
predicate. The second sequence consists of all other tdpiesgwo disjoint sequences
are calledrue- andfalse-sequencé& he existing Bypass technique provides a Bypass
Selection, a Bypass Join and a Bypass Semi-Join [8]. Forthmope of this paper, we
only need the Bypass Selection.

Consider as a rst example the algebra representation ofxfghded by a Bypass
Selection operator ( ) for evaluating the cheaper predicatemester> 5. Fig. 6
shows the resulting plan. Here and in the following, thedaesquence is indicated by
dotted lines. The evaluation according to this plan staitts @@mputing all result tuples
for the outer expressiorrtstudent).

The Bypass Selection divides
these tuples into two disjoint se- T [name]
quences. The true-sequence con-

[.
tains the students that ful Il the / T

predicatesemester> 5. Accord- T s
ingly, the false-sequence con- 7 T~
tains the tuples that fail this predT-["SIUdem] Tlsemester > 5] i
icate. The tuples of both se-
guences form two separate paths T [==exam[:::]=@id]
which are merged by . The Fig. 6. Q2 with Bypass Selection

tuples from the false-sequence

must pass the second Selection operator computing the earopirelation predicate.
This operator is responsible for Itering out those tupleattdo not qualify for any of
the two predicates. The two sequences are disjoint. Hewcayplicate elimination is
required by[ . However, as the XPath semantics requires its result to bedament
order, a merge as in merge-sort may be required. This can e, flar example, by
numbering the tuples or use node ids if they represent ofdher. nal processing of
T [name]completes the result.

Looking at Fig. 6, we are in for a surprise: The Bypass Salaatie introduced to
allow shortcut evaluation of the disjunction made the Kappia pattern reappear! We
discuss in the following subsection how to leverage thigifarorrelation of disjunctive
queries with a single correlation predicate.

T [examination =@id)]

4.3 Kappa-Join for a Single Disjunctive Correlation Predicate

Query Q2 contains a single corre-

T [name]
lation predicate within a disjunc- !
tion. Bypass plans have the ad- [ \T[examinaﬁon -@id]
vantage that the expression in the / . F -
false-sequence can be optimized , \\\ T [==exam[ ::: |=@id]
separately. In general, whenever T [==student] T [semester > 5]

there is only a single correlation

predicate per disjunction we canFig. 7. Q2 with Bypass Selection and Kappa-Join
apply decorrelation. As seen in

Fig. 6, we can again recognize the pattern that allows ustegtate the Kappa-Join
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for the conjunctive case. In the false-sequence of Fig. 6¢caveuse the Kappa-Join,
yielding the expression shown in Fig. 7.

In this case, the plan takes advantage of both: (1) short@iti@ion of the liter-
als connected by disjunction, and (2) decorrelation ofalation predicates allowing
ef cient execution if the cheaper predicate in the disjumcfails.

4.4 Kappa-Join for Multiple Disjunctive Correlation Predi cates

We have seen that the Bypass technique facilitates deatiorelif there is only one
correlation predicate in the disjunction. Unfortunatéfythere is more than one, we
are again at a loss. Consider as an example the followingyQ@@r In addition to the
good students, we also want to query the database for stutthatthave already been a
teaching assistant for a given lecture.

//student[examination/@id= //exam[gradeB')/@id or 03
@id = //lecture[title="NCT")/helpers/helper/ @studemthme

We would like to decor-

T [name] relate both correlation pred-

[ icates. At rst glance, it

wa” O Tl@id : - g

L o= is tempting to apply the
o T [==lecturd] ::]==@studeng  dE€COITElation strategy that
7 o 1=@id] was discussed in Sec. 3.2.
_ ' - _ Fig. 8 shows an algebra ex-

tid A T [examination =@id]
|

pression for Q3 applying
T [==student] this technique, but using a
Bypass Semi-Join instead
of a regular Semi-Join.
However, this approach is
not feasible. The rst D-Join on the leftmost branch of thamleliminates those
items produced by=student for which the dependent expressiermination=@id
produces an empty result. If we have a conjunctive queng thino problem.
However, the==student
items failing the rst dis-

Fig. 8. Incorrect decorrelated bypass plan for Q3

junct could still qualify for T [name]
the second disjunct, and [:'
dropping them as in Fig. 8 / S T@id]
produces an incorrect result. T ~
+ T [==lecture[ ::]=::= @student]

Note that the Bypass Semi- T [examination ~@id]

Join does not help: it comes =’

too late. Problems of this T [==swdeng T [==exam| :: |=@id]

kind are often solved by us-

ing an Outer-Join, or in this  Fig. 9. Bypass plan sketches for Q2 with Kappa-Join
case outer D-Join. However,

this would still require du-

plicate elimination ortid 5 , as shown in the true-sequence.
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It turns out that we can do much better by applyingBlypass Kappa-JoirAs every
bypass operator, the Bypass Kappa-Join has two resultisegsiel he true-sequence is
the same as for the regular Kappa-Join. The tuples in the-fdguence are the ones
from the outer producer for which there was no match in thelipmoducer or for which
the link producer returned an empty result. In the falseastr, we now have our familiar
pattern and can employ the decorrelation strategy as ifahelation predicate was a
single correlation predicate. Fig. 9 shows the result. Phas nally has everything
we want: (1) the evaluation of both correlation predicatasloe done in a decorrelated
fashion, (2) the Kappa-Join avoids unneeded duplicatergéar and elimination for
both correlation predicates, and (3) we have shortcut atialmand evaluate the second
correlation predicate only if the rst fails.

5 Evaluation

To show the effectiveness of our approach, we ran expersneith different XPath
evaluation engines against our canonical and optimizedoagpes. Additionally, we
performed measurements that compare the existing deatiorektrategy against the
new Kappa-Join operator. We chose the freely availablenesgi

— Xalan C++ 1.8.0 using Xerces C++ version 2.6.0,

— Saxon for Java 8.7.1,

— Berkeley DB XML 2.0.9 (DBXML) using libpathan 1.99 as XPathgine,

— MonetDB 4.8.0 using MonetDB-XQuery-0.8.0,

— the evaluator provided by the XMLTaskForce [19] (XTF), and

— Natix [10] for the execution of the canonical, decorrelf&DEO06 [5]), and Kappa-
Join plans.

5.1 Environment

The environment we used to perform the experiments codsista PC with an Intel
Pentium 4 CPU at 2.40GHz and 1 GB of RAM, running Linux 2.6ship. The Natix
C++ library was compiled with gcc 3.3.5 with optimizatiowés 2.

For Xalan, Saxon, and XTF, we measured the net timexecutehe query. The
time needed to parse the document and generate the main gnespoesentation is
subtracted from the elapsed evaluation time. For the etrafuaf MonetDB, Berkeley
DB XML and Natix, we imported the documents into the database time needed
for this is not included in the execution times. The queriesenexecuted several times
with an empty buffer pool and without any indexes.

Documents We generated two different sets of documents. The rst sesél for the
example queries Q1-Q3 used throughout this paper. Theserdots were generated
by the ToXgene data generator{1The smallest document contains 50 employees, 100

4 The DTD as well as the generator template le are listed indppendix of our technical
report [21].
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students, 10 lectures and 30 exams. With each document wieupled these numbers.
That is, the biggest document contains 51200 employeeg000&udents, 10240 lec-
tures and 30720 exams. This led to moderate document sizesdre59kB and 43MB.

The second set is used for the comparison of the existingddation strategy and
the new Kappa-Join operator. We generated seven docuniartiised according to
the following template:

<?xml version='1.0'?>
<gen>
<el id='0"> <e2 id='0/> ... i-e2 nodes <e2 id='I'/> </el>

<el id='0"> <e2 id='0'/> ... i-e2 nodes <e2 id='I'/> </el>
<e3 id='RandomNumber'/>
</gen>

Each of the documents contains 1@I0nodes and 10083 nodes. For each docu-
ment we varied the number e nodes (under ael node) between 10 and 500 nodes.
This gave us documents between 252kB and 13M.

Queries We executed performance mea-

surements for all example queries (Q1, [QuenfName Figure
Q2, and Q3) presented throughoutthis pa- |57 |decorr Fig. 2
per. For Natix, we generated several dif- kappa Fig. 3

ferent query evaluation plans. For each 2
of the queries we generated the canoni-
cal plan as speci ed in [4]. For example, o3
Fig. 1 shows the plans for Q1. Further,
we generated plans incorporating our op-
timization strategies. Fig. 10 maps names  Fig. 10.Query Evaluation Plans
for optimized query evaluation plans to
gures that illustrate the used techniques.

Additionally, we executed performance measurements thiatpare the existing
decorrelation strategy with our Kappa-Join operator. &€foe, we executed the fol-
lowing query on the synthetic data set:

/gen/el[e2/@id = /gen/e3/@id] Q4

bypass Fig. 6
kappa Fig. 7
bypasskapp&ig. 9

5.2 Results and Interpretation

Fig. 11 contains the results of our performance measuren@apsed time in seconds).
The best execution time(s) for each column in all tables arded in bold face. Those
that did not nish within 6 hours are marked by DNF (did not sfi). For MonetDB the
evaluation of some queries ran out of memory on bigger dootsn@hese cases are
denoted by OOM.

Sub gures 11(a), 11(b), and 11(c) show the execution tineesfl, Q2, and Q3,
respectively. For all queries on all documents, our detated approach performs and
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Documents Documents
Evaluator||{ 1 2 3 4 5 6 Evaluator || 1 2 3 4 5 6
Xalan 0.300.386.17 95.6) 1552 DNF Xalan 0.02(0.23 3.63 54.7] 893/12453
DBXML 0.07/0.66(11.6 336| DNF| DNF DBXML 0.06(0.39| 6.87] 207| DNF| DNF
MonetDB ||0.31{0.382.05 36.1O0OM|OOM MonetDB (|0.250.36| 2.02| 36.2 O0OM| OOM
Saxon 0.21§0.280.53 1.4911.14 141 Saxon 0.22(0.30, 0.62 1.44 7.82 85.4
XTF 0.404.72/82.8 DNF| DNF| DNF XTFE 0.76/8.6019180 DNF| DNF| DNF
Natix Natix
canonica}|0.252.62/38.2 583 9637 DNF canonica)|0.16/1.64| 20.9 333| 5599 DNF
decorr 0.0210.03[0.06 0.19 0.75 2.99 bypass ||0.16/1.59 20.7| 323| 543§ DNF
kappa 0.0210.03[0.06 0.19 0.75 2.88 kappa 0.03{0.05( 0.16{ 0.6 2.51 9.9
(a) Query Q1 (b) Query Q2
Documents ¢ Becorrefajon ——

Evaluator 1 2 3 4 5 6 weesen

Xalan 0.060.75 12.6 199 3201 DNF 8

DBXML 0.30/1.61] 30.214057| DNF| DNF

MonetDB 0.31§0.50 3.29 62.9 OOM|OOM 2

Saxon 0.20(0.28 0.54{ 1.48 10.9 138§| o

XTF 0.485.14 94.8DNF| DNF| DNF g e

Natix

canonical 0.37/3.49 DNF|DNF| DNF| DNF !

bypasscanonicgD.37,3.43 48.1 74912492 DNF

bypasskappa [{0.020.04 0.10 0.35 1.44 5.91 08

(c) Query Q3 o Lt T

0 50 100 150 200 250 300 350 400 450 500
Number of inner nodes

(d) ICDEO6 vs. Kappa-Join (Q4)

Fig. 11. Performance measurements

scales best. Especially for the disjunctive queries Q2 aBdtkg performance of all
other approaches drops considerably when executed onrldggements. In contrast,
our plans containing the Kappa-Join (Q2) and Bypass Kappa{®3) almost scale
linearly with the size of the document.

For Q1 the execution times of the existing decorrelatiomaagh (called ICDEO6 [5])
behave similar to those of the Kappa-Join. This is becalistualents took very few ex-
ams, i.e. only between one and three. For this reason, wear@ahthose two strategies
on the synthetic data set. Sub gure 11(d) compares the trategfies. The execution
times of the existing decorrelation strategy grow lineavith the number o2 nodes
perel node. This is because it has to enumeratelhodes and nally perform a du-
plicate elimination on the appropriagéé nodes. The execution times of the Kappa-Join
operator are almost constant because the Kappa-Join dbesetbto enumerate aP
nodes and saves the cost of a nal duplicate elimination.

6 Related Work

Work on XPath evaluation falls into three general categotiie the rst category, we
have main memory interpreters like Xalan, XSLTProc, and.[Q3early, these ap-
proaches do not scale well. In the second category, we ndwdrere XML is shred-
ded into relational systems and XPath is evaluated on thedsled representation. In
this category we nd approaches like Path nder [3]. The desh with this approach
are the numerous joins that have to be executed. Finallyhtttecategory uses a native
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(tree) algebraic approach. Here, we nd SAL [2], TAX [15],tyenother algebra [25],
and [4]. None of the approaches in any of three classes pesfdecorrelation.

In the relational and object-oriented context, decori@hahas been studied exten-
sively [9,11, 12,17, 18, 26]. Similar techniques have bempgsed for the evaluation
of XQuery and XPath [5, 20]. Gottlob et.al [13] also proposedapproach that avoids
multiple evaluations of XPath expressions.

Several optimization techniques for queries containirgjudictive predicates have
been proposed [7, 8, 16]. One of them is the Bypass techn@jueliich we extend with
support for decorrelation. Because bypass operators ivaveLtput streams, which are
unioned later, the resulting expression forms a directgdlograph (DAG). Strategies
for implementing Bypass operators and query evaluationnesghat support DAG-
structured query plans can be found in [8, 22, 24]. In [6] weerd our technique for
decorrelating SQL queries with disjunctive predicates.

7 Conclusion

We demonstrate how to ef ciently evaluate XML queries featg existentially quan-
ti ed correlation predicates. To this end, we have introgidithe novel Kappa-Join op-
erator that naturally ts into algebraic execution plansdoanti ed correlation predi-
cates. It is simple to implement and yet highly ef cient. Hever, if disjunctions come
into play, the Kappa-Join arall known decorrelation techniques fail. By injecting the
Kappa-Join with the Bypass technique, we are also able fonpedecorrelated eval-
uation if the correlation predicate occurs in a disjunctiath other approaches cannot
evaluate such a case ef ciently. Our performance measurenshow that the Kappa-
Join outperforms existing approaches by up to two ordersaafmitude.

Encouraged by these results, we plan to enhance our apgygatorporating fur-
ther optimization techniques into it. These include hargibf magic sets (to optimize
dependent expressions) and factorizing common subexpnsssiowever, our future
work does not stop here. We also want to introduce cost fansfior our algebraic op-
erators (especially the Kappa-Join) to enable an optinizehoose between different
evaluation plans.

AcknowledgmentdNe would like to thank Simone Seeger for her comments on the
manuscript.
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